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Summary. Large-scale deployed sensor networks have a wide range of possible
applications, including a number of types of environmental monitoring. The primary
challenge to designing deployable sensor network applications lies in the diﬃculty of
building and managing testbeds. The main contribution of this work is a sensor network management system, called SignetLab2 , that allows the control, visualization,
and reprogramming of deployed sensor networks. This system facilitates rapid testing and debugging of sensor network applications on deployed networks. To show
the ability of our management system, we also present the design of a ﬁre alarm
application for sensor networks. This application was designed and tested through
the use of the SignetLab2 management system.

1 Introduction
The application space for wireless sensor network technology is growing at
a rapid rate, driven primarily by the availability of a wide array of devices
capable of monitoring a variety of events, from large temperature changes to
gas leaks. However, the development of protocols to support speciﬁc applications of these sensors requires the ability to perform rapid testing on actual
hardware. To this end, a number of testbed tools have been designed with the
goal of easing testbed experimentation.
The primary focus of early testbed management systems was facilitating
time-sharing on a particular testbed [4, 5]. While this is an important component of any sensor network testbed management system, it does not address
the fundamental problem of facilitating the experiments themselves. To this
end, we developed SignetLab, a testbed with a management system that provides support for the control and programming of nodes [1, 2]. While the ﬁrst
version of SignetLab achieved the goal of supporting compilation, node reprogramming, code debugging, and data collection, it relied on a USB backbone.
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The main contribution of this work is the design and implementation of
SignetLab2 , a testbed management system that provides the functionality of
the original SignetLab, but does not rely on a USB backbone. Therefore, our
new testbed management system is suitable not only for testbed control, but
also for controlling and managing deployed sensor networks.
To demonstrate the power of our management system, we present the design of a sensor network built to detect ﬁres within a building. The ﬁre alarm
application must be resilient to packet loss and sensor loss, while avoiding
data storms at the sink which could prevent alarms from being triggered.
Additionally, false alarms should be kept to a minimum, requiring a protocol
that takes into account the ability of the sensor nodes to accurately measure
temperature changes as well as the failure rate of the nodes themselves. We
show that the application is able to accurately trigger ﬁre alarms while transmitting a minimal amount of messages and maintaining a low false alarm
rate.
The rest of this paper is as follows. Section 2 presents the challenges
faced when designing sensor network management systems and applications. Section 3 presents a description of the SignetLab2 management system.
Section 4 presents our ﬁre alarm application and discusses its development
and testing using SignetLab2 . Section 5 describes the implementation of the
ﬁre alarm system on our sensor network and Sect. 6 presents an evaluation of
the application. Finally, Sect. 7 presents some conclusions and future directions.

2 Challenges
Sensor networks are typically made up of numerous small, inexpensive devices that have low-bandwidth links and limited energy storage. Therefore,
there are a number of challenges to developing a management system for
deployed sensor networks. Any control and monitoring data must be passed
over the wireless links, but the low data rate demands that minimal control
data is present on the network. Additionally, since there is no backbone to
send the control data across, such data may interfere with the functions of
the applications themselves. The transmission and reception of any control
and management data will drain the battery supply of the nodes. Since the
expected number of nodes in a real deployment is large, and battery replacement is often not feasible, the amount of this control data must be further
minimized.
Furthermore, the types of applications run on sensor networks diﬀer dramatically in terms of the demands they have on a management system. We
developed the SignetLab2 management system with the goal of supporting
many diﬀerent types of sensor network applications without making it so
general that it becomes useless for any application. A desired capability for
this kind of management system is also to have ﬁne-grained control over the
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network, being able to send or receive data from every single device in it.
To achieve both these goals, we provide a general-purpose application, and a
number of plugins that connect to it, for the control and monitoring of a wide
variety of applications.
Finally, developing applications that can tolerate hardware failure and
poor network connections is itself challenging. The management system must
not make the situation worse by consuming unnecessary resources.

3 SignetLab2
SignetLab2 is a modiﬁed version of our SignetLab testbed management system [1] to accommodate control of sensor networks deployed with no wired
backbone. The goal of the system is to support researchers in the implementation of sensor network applications and protocols, both in testbeds and in
actual deployments.
SignetLab2 maintains the modular design of the original management system, using various plugins to provide the interface to the sensor network. An
application programming interface (API) is provided allowing researchers and
network administrators to easily develop custom interfaces to meet applications needs. This API provides a number of basic functionalities to ensure the
rapid design of new plugins.
Examples of plugins are the network programming controller, which automates the dissemination of new applications on the network using an algorithm
that has been developed in our research group, and an environment monitoring plugin [2], which collects information about temperature, light intensity
and battery level from each node in the network, displaying it on the network
map. This last plugin also allows the user to set a threshold for each sensed
value. If these values exceed the given threshold the plugin can change the
node image on the map and alert the user. Figure 1 is a screenshot of the GUI
of SignetLab2 , while running the temperature monitoring plugin.
To support multiple data sinks in a single sensor network, SignetLab2
provides a server component which is run on each sink. The client allows a
single researcher to maintain access and control of the network through one
or more of the sinks. Additionally, multiple researchers can gain access to
the same server; however, their actions need to be coordinated to insure no
race-conditions between the users occur.
The SignetLab2 architecture is depicted in Fig. 2. The main application
interface includes a topology map that allows researchers to easily visualize
the sensor network. Through plugins, users can display various data from each
of the nodes on the map, either graphically, or in table format. SignetLab2
accepts simple topology ﬁles that deﬁne the locations of nodes and can be updated via localization algorithms during runtime. Other panes can be rapidly
developed by users through use of the API to match the monitoring needs of
speciﬁc applications. Additionally, nodes can be programmed and controlled
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Fig. 1. SignetLab2 GUI running a temperature monitoring application
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Fig. 2. SignetLab2 architecture

via SignetLab2 ; however, this interaction necessarily interferes with any data
being collected at the sinks as there is no separate control plane.
The server architecture allows one or more sensor nodes to be connected
to each server for use as interfaces to the sensor network. The server typically
connects to its sink nodes through USB cables and uses a TCP connection for
the transfer of messages. Clients connect to the server via TCP connections
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and can register interests for speciﬁc data types. The server then encysts each
message matching the interests to each of the clients in its interest database.
Currently, a server can only forward a single message type at a time; however,
we are currently extending this functionality to allow a single server managing
multiple data types.

4 Fire Detection Application

temperature

As a case study to test the management ability of SignetLab2 , we implemented
a ﬁre alarm application. The ﬁre alarm system is composed of a number
of smoke and heat detectors spread throughout a facility. In general, a ﬁre
detection system shall be able to promptly detect the start of a ﬁre in the area
equipped with sensors, for instance by revealing the event that a heat threshold
is crossed or smoke is detected. In this case, the system shall react in some
way, such as for instance activating an alarm bell to alert occupants, while
sending an alarm notice to the ﬁre department. Additionally, some automated
response may be triggered (e.g., ﬁre sprinklers become active).
When designing a ﬁre alarm application, a number of considerations must
be taken into account. To deﬁne the requirements of our system, we began by
studying how a ﬁre starts in terms of its heat signature (see Fig. 3). Experts
divide the lifetime of a ﬁre into four phases. The ﬁrst phase, called the ignition
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Fig. 3. Fire phases
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phase, has a low rate of temperature increase. The second phase, called the
propagation phase, is characterized by a rapid increase in temperature, as well
as a rapid increase in the area covered by the ﬁre. The third phase, called the
generalized ﬁre phase, is the time in which all objects in the ﬁre are ignited.
The fourth phase occurs after most of the ﬂammable material is burned and
the ﬁre slows and is extinguished. The moment between the second and the
third phase is called ﬂashover. Ideally, ﬁre sprinklers are activated before the
ﬂashover occurs. In most cases not involving arson, the time the ﬁre is in
phase two is on the order of several minutes. Therefore, an alarm raised in
phase two should have time to reach the sink before ﬂashover occurs. Phase
two ﬁres are easier to identify due to the rapid increase in temperature.
Accordingly, the speciﬁc design goals that our application should achieve
are as follows:
•
•
•

Lifetime of the network > 6 months.
Total time between the start of a ﬁre and the signal of an alarm less than
2 min.
Low false-alarm rate.

The ﬁre detection devices that can be currently found on the market oﬀer
rather limited functionality. Most of them simply react when the temperature
exceeds a given threshold, and rarely support the use of routing algorithms
to monitor a wider area. The ﬁre alarm system we have designed oﬀers much
more ﬂexibility in the detection of a hazardous situation and in the reactions
that can be undertaken in such an event. The architecture, in fact, permits the
implementation of sophisticated ﬁre detection and reaction mechanisms, based
on the cooperative behavior of several sensors distributed over the patrolled
area. The details of the system architecture and of the ﬁre detection protocol
are described in the following section.
4.1 Architecture and Protocol
The system consists of a set of static sensor nodes and one (or more) sink nodes
directly connected to a remote control center through a reliable network. For
the sake of conciseness, in the following, we will assume that the control center
is directly connected to the sink, so that all messages received by the sink are
also available to the control center. Sensor nodes are placed in the monitored
area and organize themselves in a wireless sensor network, in such a way
each node gains connectivity to the sink nodes, possibly through a multihop connection. Each node in the network can operate in two states: Normal
and Alarm. Nodes usually operate in Normal state and enter the Alarm state
whenever a potential ﬁre event is detected.
In Normal state, nodes keep monitoring the environment without exchanging any data packet with the sink or the neighbors. (Although not considered
in our demo, it might be wise to implement a mechanism for checking whether
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nodes are still alive, for instance by using short control packets sporadically
sent by each node to the sink.)
Speciﬁcally, each sensor node follows a periodic active–sleep pattern: in
active (ON) periods, all the sensing and communication capabilities are active,
whereas in sleep (OFF) periods the radio transceiver and other hardware
modules are powered oﬀ to save energy. Hence, a node is active for only the
fraction of time d given by:
d=

TON
TON
=
,
TON + TOF F
Tc

where TON and TOF F denote the time duration of an ON and OFF period,
respectively, while their sum gives the cycle time Tc . Such system parameters,
as well as those introduced in the following, are shared by all nodes in the
network. Nonetheless, to avoid the cost of keeping time synchronization among
nodes in a multi–hop wireless sensor network, nodes are assumed to perform
their activity cycles in an asynchronous manner.
In the Alarm state, a node either acts as master or as slave. Masters are
in charge of sending to the sink (and, in turn, to the control center) updated
information gathered by the nodes in the area. Ideally, a single master per area
should be active, in order to avoid contention for the channel and extra traﬃc
over the network. Slaves, in turn, cooperate with the master by sending, upon
request, reports on their current alarm status and on the monitored values.
Furthermore, slaves are in charge of forwarding data packets to the sink on
the basis of a suitable routing algorithm.
Transition from Normal to Alarm state occurs when a node either triggers
an alarm on the basis of the monitored data or it senses a radio transmission
on the channel by one of its neighbors. In the latter case, the node takes on
the role of slave. In the former case, the node becomes a master if no radio
signal is detected within a time interval Ts , otherwise it becomes a slave. The
sensing delay, Ts , trades oﬀ the alarm notiﬁcation delay with the number of
simultaneously active masters. The procedure followed by masters and slaves
is described in the following.
Master Procedure
Upon becoming a master, a node sends a WARNING packet to the control center
(sink), which can react in diﬀerent ways, for instance switching the control
monitors to the interested area, activating alarm signs in the control panels
and so on. To increase the conﬁdence of the alarm detection, the master
starts querying the surrounding nodes for their alarm status. To this end,
the master broadcasts special QUERY packets, separated by a time interval TQ
during which the neighbors can send back to the master their status report.
(Notice that TQ shall not exceed TON , in order to avoid the situation where
a node misses the QUERY messages during its ON period.) Every NQ queries,
the master sends a compound ALARM packet to the control center, in which
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it includes the status reports received by its neighbors. The lack of expected
ALARM packets can also be interpreted by the control center as a conﬁrmation
of the alarm, thus triggering suitable reactions. The query procedure lasts for
a period TA = Tc + TQ , after which the master sends an ALARM END packet to
the sink, notifying the completion of the alarm procedure, and re-enters the
Normal state.
Slave Procedure
When a node gets the slave role, it keeps listening to the channel until a valid
packet is received or a cycle time Tc elapses without sensing any other events
on the radio channel. If the slave receives a packet addressed to the sink,
as in the case of WARNING, ALARM, or ALARM END messages, then the routing
module is invoked and the slave node acts accordingly. Instead, in case the
slave receives a QUERY message from the master, then it returns a REPORT
message, which can include diﬀerent types of information, such as the alarm
state of the node, the temperature read by the node in the last period, and
so on.
To reduce the risk of collision among slave transmissions, channel access
is managed through the following contention scheme. The time interval TQ
is partitioned in WQ slots, each of which can host the transmission of a
REPORT packet. Each slave that wishes to reply to a query, transmits its REPORT
message in a random slot uniformly picked in the WQ window. An acknowledgment ﬁeld in the following QUERY message notiﬁes the slaves about the
successful or unsuccessful reception of their REPORT message. Slaves that get a
positive acknowledgment return in Normal state, while the others repeat the
procedure in the following contention window.
Finally, if a slave receives and ALARM END message then it ﬁrst invokes the
routing module, as early described, and then returns to the Normal state.

5 Implementation
For our implementation we deployed a testbed of 48 EyesIFX nodes, using
SignetLab2 to monitor the network. The EyesIFXv2 nodes were developed
during a three year European research project on self-organizing energyeﬃcient sensor networks [3]. An image of the board is shown in Fig. 4. The
nodes use an ultra-low power MSP430 processor with 10 KB on chip RAM,
48 KB ﬂash/ROM, and an additional 512 KB serial EPROM. The radio chip
is a low power FSK/ASK transceiver, providing half-duplex, low data rate
communication in the 868 MHz ISM band. It operates using FSK modulation, with a sensitivity of < −109 dBm, enabling up to 64 Kbps, half-duplex,
wireless connectivity. The platform is also equipped with an on-board stripline
antenna and an SMA-connector for an external antenna. The transceiver can
accept a supply voltage of up to 5.5 V. The typical current is Is = 9 mA in
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Fig. 4. The eyesIFX platform

receive mode, and Is = 12 mA in transmit mode. The transmit power can be
modulated by means of a digital potentiometer with 255 settings. The nodes
come with onboard temperature and light sensors as well as an SPI expansion
port that can be used for additional sensing capabilities. The SPI bus is shared
between the expansion port, the radio, and the processor. Therefore, there is
a hard restriction on the amount of resources that can be used at a time.
The nodes can be powered either by batteries with a capacity of 1,000 mAh
or through a power supply connected via an external polarized connector or
a USB connection.
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The network was set up to be 5 hops across with an average neighbor set
of eight nodes. The GeRaF protocol [6, 7] was used to route data to the sink.
A server was set up with one sensor node connected to it via USB. A plugin
for SignetLab2 was developed to collect data from the network and monitor
the application as it is operating.
Using SignetLab2 to implement the control application helped because
most of the features that were required are provided by the management system. In fact we just installed a standard gateway application, that SignetLab2
provides, on the node connected to the server, and programmed a simple
plugin.
The plugin signals to the server its interest in the ALARM messages.
When they are received the server forwards them to the plugin, that can use
the network map to signal the event to the user.
The main beneﬁt using SignetLab2 is that it provides a ﬂexible environment, that makes the integration of new features into the system very easy.
For instance, a new plugin can be added to monitor the status of the network
during normal operation or to control a ﬁre extinguishing system. Adding
these new features will be cheaper than writing a brand new application.
Additionally, the modular architecture guarantees that the new plugin will
not interfere with the ones that are already implemented.

6 Results
In this section, we report the analysis on the basis of which we have determined
the setting of the system parameters, which are: duty cycle d, cycle period
Tc , query interval TQ , contention window size WQ , number of queries between
ALARM packets NQ , and sensing interval Ts .
The duty cycle d has a direct impact on the network lifetime, deﬁned as
the time for the ﬁrst sensor node to exhaust its battery, whereas the cycle
duration Tc mainly determines the latency of the event notiﬁcation to the
sink. Therefore, these parameters need to be accurately designed in order for
the system to satisfy the aforementioned requirements.
Let D be the normalized network size, deﬁned as the maximum distance
between any static sensor node and the sink, normalized to the nominal transmission range R of the sensor nodes.
Furthermore, let us denote by H the average number of hops a message
needs to go through to cover the distance D, and by τ the average hop delay.
As worst case we assume that all the messages are generated from the farthest
end of the network. Therefore, the average message latency can be computed
as
δ =H ×τ .
For a given the routing algorithm, H and τ are functions of the cycle period
Tc and the duty cycle d. Then, a constraint on the message delivery delay δ
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reﬂects on the possible values that can be assigned to the system parameters
d and Tc .
A second constraint is given by the desired network lifetime, deﬁned as
the time in which a node completely discharges its battery, operating in normal conditions. A simple model to evaluate the network lifetime consists in
assigning an energy budget to each basic operation performed by the nodes,
and then computing the energy spent in an activity cycle. The total number
of cycles that can be performed with the nominal battery charge will then
give the network lifetime. To be more speciﬁc, let PON and POF F denote the
average power drained by the node in ON and OFF mode, respectively. Furthermore, let ESW be the average energy cost of mode switching. Then, an
activity cycle will have an energy cost equal to:
Ec = PON TON + POF F TOF F + ESW .
Denoting by C the overall energy capacity of a battery, the network lifetime
Tnet can be expressed as:
Tnet =

C
C
× Tc =
Ec
PON d + POF F (1 − d) +

ESW
Tc

.

Since PON , POF F , ESW , and C are given by the characteristics of the hardware used to realize the system, while Tnet is a system requirement, then this
equation provides another constraint to the choice of the system parameters
d and Tc .
Figure 5 depicts the estimated network lifetime as a function of the duty
cycle. The curve has been obtained by the nominal energy consumption parameters as given in the data sheet of our sensor nodes and a cycle time of
Tc = 30 s, which has been considered as appropriate for the type of application
considered here. In any case, results do not change signiﬁcantly for a rather
large set of Tc values.
To explore the eﬀect of the duty cycle on the delay before an alarm is
received at the sink, we assumed a nominal coverage range of R = 5 m and
a network size of D = 20. Nodes were assumed to be randomly distributed
in the monitored area, with an average density of N = 10 nodes for coverage
area. Packets were routed using the GeRaF routing algorithms [7], for which
there exist analytical expressions for the average hop delay, τ , and the average
Number of hops, H, to cover a given distance D. Figure 6 shows the ﬁrst alarm
delivery latency, i.e., the delay between the sensing of the ﬁre and the reception
of an alarm packet by the sink, as a function of the duty cycle.
From these curves, we can notice that a duty cycle of d = 2%, with a cycle
period Tc = 30 s, gives a network lifetime of approximately Tnet  4, 900 h,
corresponding to more than 6 months, while the alarm latency is of δ ≤
90 s, which appears adequate for a ﬁre alarm application. Notice that, with
this parameters setting, a node remains active for only TON = 600 ms every
Tc = 30 s.
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To gather data on the accuracy of the ﬁre alarm application, an artiﬁcial
increase in the temperature on all the nodes in a zone where all devices are
in coverage range was caused about 5 min after the experiment has started.
In an ideal situation there should be only one master, to avoid collisions
due to multiple ALARM and QUERY packets being sent. These collisions
would cause the loss of packets, with a dangerous increase in the reaction
time to a critical condition. Therefore, the parameter Ts , which trades oﬀ
the risk of having multiple masters and the delay of ﬁrst warning message
delivery to the sink, has to be accurately set. We tested the average number
of simultaneous masters while varying the listening time Ts before rising to
the master status in a node that reveals a danger condition. Figure 7 shows
the results. A listening time of Ts = 150 ms provides a low number of masters
while still maintaining the ability to notify the sink within an appropriate
time, since in the worst case (no one is in the MASTER state yet), we just
add a 150 ms delay to the delivery of the ALARM messages to the sink.
Finally, the query interval TQ has been set to TQ = 120 ms, which has
been divided in WQ = 12 slots, each capable to host the transmission of a
data packet of up to 20 bytes. A new ALARM message was generated every
NQ = 25 queries, that is every NQ × TQ = 3 s, for a total of 10 ALARM packets
before the conclusion of the alarm procedure by that master. Figure 8 depicts
the percentage of nodes that respond to a master’s query as a function of the
elapsed time normalized to the period Tc . After about 50% of the period, 60%
of the nodes have responded to the query. This number of responders should
be enough to determine whether the alarm is reliable or not.
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7 Conclusion and Future Directions
Sensor networks provide the possibility to support a great variety of applications. However, testing sensor network protocols and monitoring sensor
network deployments require a management system capable of providing
simple access without interfering with the functionality of the applications
run on the sensor network.
In this work we have presented the design of SignetLab2 , a sensor network
management system that supports the goals of ease of monitoring and minimal
interference. SignetLab2 also provides an API to allow for rapid extension to
support any sensor network application.
To demonstrate the power of SignetLab2 , we presented the design and
deployment of a ﬁre alarm system. This application was designed to rapidly
detect and react to ﬁres. The application monitoring system and experimentation was designed and performed using our sensor network management
system.
Future work includes extending the server functionality to allow it to monitor multiple message types from a single sensor network. Additionally, the
system should be extended to handle more sensor network hardware boards.
Finally, a comprehensive in-network reprogramming solution would round out
the capabilities of the system.
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